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ABSTRACT

Blind calibration, i.e., calibration without a priori knowledge of the source model, is robust
to the presence of unknown sources such as transient phenomena or (low power) broadband
RFI that escaped detection. In this paper, we present a novel method for blind calibration of
a radio interferometric array assuming that the observed field only contains a small number
of discrete point sources. We show the huge computational advantage over previous blind
calibration methods and we assess its statistical efficiency and its robustness to noise and
the quality of the initial estimate. We demonstrate the method on actual data from a LOFAR
LBA station showing that our blind calibration is able to recover the same gain solutions as
the regular calibration approach, as expected from theory and simulations. We also discuss
the implications of our findings for the robustness of regular self-calibration to poor starting
models.
Key words: methods: data analysis – methods: numerical – methods: statistical – techniques:
interferometric
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INTRODUCTION

Blind calibration methods do not require a priori knowledge of the
positions and powers of the sources in the observed field. Such
methods are therefore robust to the presence of unknown sources,
such as transient phenomena or (low power) broadband RFI that
escaped detection, and to inaccurate knowledge or modelling of the
observed field. An example in which the observed field may be hard
to model, is the calibration of the individual Low Frequency Aperture Array (LFAA) stations of the Square Kilometre Array (SKA)
(Dewdney et al. 2009) due to the very short baselines involved.
In this context, Wijnholds (2016) demonstrated that blind calibration may be a very promising technique for the calibration of those
stations. An example in which the observed source structure is inaccurately known, is the Orbiting Low Frequency Antennas for Radio
Astronomy (OLFAR) (Bentum et al. 2009). OLFAR is envisaged
to be a space-based interferometer array to observe the universe at
frequencies below 30 MHz. Just like any radio interferometer, it will
require calibration (van Vugt et al. 2016). Since we do not have an
accurate sky model for frequencies below 30 MHz, blind calibration
may be a good alternative to conventional calibration methods.
A well-known blind calibration method for regular interferometer arrays is redundancy calibration (Noordam & de Bruyn 1982;
Wieringa 1992; Noorishad et al. 2012), which uses redundant baselines to recover the antenna based gains and true visibilities. Quite
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recently, several methods have been proposed for irregular arrays,
either based on nearly redundant baselines (Wijnholds 2016) or
based on the assumption that the observed field is sparse ("mostly
empty") (Kazemi et al. 2015; Wijnholds & Chiarucci 2016). The
latter approach is based on the theory of compressive sensing (CS,
see, e.g., Candès & Wakin (2008) for an introduction). Blind calibration was first studied in that context in the absence of additive
noise by Gribonval et al. (2012). This idea was extended later to
include additive noise (Kamilov et al. 2013; Schülke et al. 2013;
Kazemi et al. 2015).
In these CS based approaches, it is asserted that it is possible to
reconstruct the signal of interest from far fewer measurements than
would be required by traditional methods (Candès & Wakin 2008).
The general problem is to recover an unknown signal x ∈ RQ ,
from L linear measurements y = Mx, assuming that the signal is
K-sparse, i.e. only K << Q components are nonzero. CS theory
shows that an accurate estimation for x is possible by using ` 1
minimization and solving
D
x = arg min k x k1 subject to k y − Ax k2 < 
x

(1)

for a well chosen  and provided that the measurement matrix M
is known. In actual measurements, the measurement matrix M is
not exactly known due to (unknown) sensor based errors (Ng & See
1996; Mignot et al. 2011; Yang et al. 2012). In radio interferometry,
antenna based gain errors cause uncertainty in the measurement
matrix.
Blind calibration methods based on compressive sensing usu-
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ally operate on time series data in the signal or voltage domain. Since
in low-SNR applications, such as radio astronomy, a large number
of time samples is required to obtain a meaningful calibration solution, such methods may become computationally intractable. For
this reason, Wijnholds & Chiarucci (2016) proposed a novel iterative blind calibration method to estimate the receiver path gains and
phases as well as the observed scene from the measured visibilities
under the assumption that the observed field consists of a limited
number of discrete sources, i.e. that the observed scene is sparse.
Recently, Repetti et al. (2017) also considered direction dependent
calibration in a compressive sensing context exploiting recent developments in non-convex optimization theory (Chouzenoux et al.
2016).
In Wijnholds & Chiarucci (2016), we discussed the computational complexity of our algorithm, clearly showing the advantage
of applying the CS approach to an integrated array covariance matrix instead of time series data if a large number of time samples is
required. In this paper, we improve this method by using the active
set solver instead of a general solver to make the algorithm more
computationally efficient. This improved algorithm is described in
Section. 3.4 after introducing the underlying measurement equation
and optimization problem (Section 2) and reviewing the original
method proposed in Wijnholds & Chiarucci (2016).
In Section 4.1, we also assess the statistical efficiency and the
robustness of our method by comparing results obtained in Monte
Carlo simulations with the Cramer-Rao lower bound (CRLB). We
refer to Ben-Haim & Eldar (2010) for the evaluation of the CRLB
for sparse reconstruction problems, which is basically given by
the oracle estimator. An interesting consequence of this is, that
blind calibration provides the same calibration accuracy as regular
calibration.
In Section 4.2, we assess the robustness of our method to noise
and poor initial estimates by use of phase diagrams. We discuss the
probability of (un)successful reconstruction with our algorithm and
compare this with the Donoho-Tanner (DT) curve (Donoho & Tanner 2010). This leads to the interesting conclusion that redundancy
in the array limits the number of scenarios in which blind calibration works robustly. We also conclude that the DT curve provides an
important boundary condition for regular self-calibration: if blind
calibration works, then regular self-calibration is likely to recover
from a bad initial estimate. If blind calibration does not work, a bad
initial estimate is more likely to lead to a biased result with regular
self-calibration.
Finally, in Section 4.3, the effectiveness of the proposed algorithm is demonstrated on actual data from a single polarisation
measurement with a 48-element low band antenna (LBA) array of
a core station of the Low Frequency Array (LOFAR, van Haarlem et al. (2013)). We also apply our method to data corrupted
by radio frequency interference (RFI) to demonstrate the robustness provided by the blind calibration method to RFI. The results
show clear improvements in the calibrated image and give similar
calibration solutions as regular calibration.
Notation: The complex conjugate (Hermitian) transpose is denoted by H , the Hadamard product by , ◦ denotes the Khatri-Rao
product of two matrices and an estimated value is denoted by L
(.).
Overbar (.) denotes complex conjugation, vec(. ) converts a matrix
to a vector by stacking the columns of the matrix. The inverse operator, which forms a matrix from a vector by unstacking its columns is
denoted by unvec(. ). diag (.) converts a vector to a diagonal matrix
with the elements of the vector placed on the main diagonal while
vecdiag(. ) converts the diagonal of a matrix to a vector. Lowercase
bold denotes column vectors and uppercase bold denotes a matrix.

The Frobenius norm is represented by k.k F while the p-norm is
denoted by k.k p .
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DATA MODEL AND PROBLEM STATEMENT

To describe our blind calibration method, we model the sky as a
collection of Q spatially discrete point sources, whose signals are
received by an interferometer of J identical antennas. In this context,
an antenna can be an individual antenna in a station, a phased array
station or a traditional reflector dish. Our data model or measurement equation can therefore be applied to calibrate a single phased
array station as well as to calibrate an interferometer array. For
convenience of notation, we use the scalar measurement equation.
However, the concepts described in this paper can straightforwardly
be extended to a measurement equation including polarization. As
our blind calibration method estimates both the receiver based direction independent gains as well as the apparent source model,
direction dependent (DD) effects that are common to all receivers
can be handled as well (Wijnholds et al. 2010; van der Veen &
Wijnholds 2013).
Assuming that the narrow band condition holds (Zatman 1998;
van der Veen & Wijnholds 2013), the signal received by the j th
element is moved to baseband and then sampled and split into
narrow frequency channels. It represents a direct sum of the Q
source signals and is denoted by x j (n, k), for the j th telescope, nth
time bin, and for the channel centred at frequency f k . Using the
same notation, the signal of the qth source, at time sample n and
frequency f k , is denoted by s q (n, k).
Stacking the sampled antenna signals into a J × 1 array signal
vector x(n), the signals received by the array for time sample n can
be described by
x(n) = G A B s(n) + n(n)

(2)

where, for convenience of notation, we have dropped the dependence
on the frequency as we will be considering blind calibration of the
data for a single frequency at a time in the remainder of this paper.
In equation (2), the matrix G = diag (g) is diagonal with
unknown complex valued receiver path gains, common for all directions in the field of view, and the diagonal matrix B contains
the DD gains common to all receiving elements towards the Q
source directions. The matrix A is the array response matrix describing the geometrical delays (expressed as phase shifts). The
signal vector s(n) = [s1 (n), ..., sQ (n)]T , and the noise vector
n(n) = [n1 (n), ..., n J (n)]T , which represents the thermal noise at
the receiver, are both baseband complex envelope representations of
zero mean wide sense stationary white Gaussian random processes
sampled at the Nyquist rate (Wijnholds et al. 2010; van der Veen &
Wijnholds 2013).
The receivers of the array elements collect L measurements
(n = 1, ..., L) over a single snapshot, i.e. over a single short term integration (STI), for which we need to calibrate the array. Therefore, we
can collect the signals in an array signal matrix X = [x(1), ..., x(L)],
a source signal matrix S = [s(1), · · · , s(L)] and a noise signal matrix N = [n(1), · · · , n(L)]. At this point, we can write our data
model as:
X = GABS + N

(3)

In Kazemi et al. (2015), the data model in equation (3) is used
to develop a method to estimate G and S, assuming that S is sparse in
its spatial dimension. This method operates on time series data in the
signal or voltage domain. In the voltage domain the amount of data
MNRAS 000, 1–13 (2017)
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to process is huge, thus the code would be computationally intensive.
To mitigate this issue, Wijnholds & Chiarucci (2016) developed a
blind calibration method using the observed visibilities.
The measured array covariance matrix or visibility matrix R̂
for a single STI is obtained by integrating the cross-correlation
products x(n)x H (n) over L subsequent samples. If the signals are
Nyquist sampled, the number of samples L is equal to the product
of bandwidth and integration time, which typically ranges from 103
to 106 for most telescopes (van der Veen & Wijnholds 2013).
Now, following the procedure developed by Wijnholds &
Chiarucci (2016), we can formulate our calibration problem, which
is reproduced below for purpose of clarity:

D
D
g, σ
= arg min kσk 1
g, σ


D − GAΣA H G H
s. t.
R
M
< ,
σ ≥ 0,

F

(4)

where Σ = diag (σ) is the apparent source powers, while the introduction of the mask matrix M and the positivity constraint have
been explained in detail by Wijnholds & Chiarucci (2016).
The problem defined in equation (4) is a classical mathematical
optimization problem, where we have to minimize a function f 0 (x),
subject to some constraint functions f i (x) ≤ bi . Generally, these
optimization problems are very difficult to solve and they usually
involve solving methods with a very long computational time. When
it is possible to transform the problem to a specific problem class,
it is often possible to solve such a problem efficiently and reliably.
Although there is no analytic formula for the solution of the
problem stated in equation (4), there are very effective methods
for solving it. In Wijnholds & Chiarucci (2016), the optimization
problem is split in two convex sub-problems, which are solvable
separately. The first one is the imaging problem, in which we solve
for the source powers keeping the gain matrix fixed. In the second
one, instead, we calibrate the receive path gains keeping the source
model fixed. This results in an iterative method to obtain the final
solution, which will be discussed in more detail in the next section.

3

BLIND CALIBRATION ALGORITHM

In this section, we begin by describing the CVX algorithm developed to solve our optimization problem and we describe its computational complexity, showing the advantage of applying the CS
approach to an integrated array covariance matrix instead of to time
series data when a large number of time samples is required. In Section 3.3 and 3.4, we introduce and describe the active set method
while in Section 3.5 the computational complexity of the active set
algorithm is analysed and compared with that of the CVX method.
3.1

Iterative blind self-calibration

Kazemi et al. (2015) developed a blind calibration method using raw
time series data. That calibration problem could be formulated as a
convex problem, such that a general method for solving convex optimization problems could be used. Although blind calibration using
visibilities potentially provides a huge computational advantage, it
requires an iterative algorithm to solve the resulting non-convex optimization problem. Wijnholds & Chiarucci (2016) found that this
problem can be solved iteratively by alternatingly performing sparse
image reconstruction keeping the best available gain solution fixed
and solving for the gains keeping the best available source model
fixed. Both individual problems are convex.
MNRAS 000, 1–13 (2017)
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Initially, the available gain estimates may be very poor. The
tolerance parameter, , in equation (4) therefore needs to be set very
loose. The initial value of the tolerance parameter,  [1] , can be set to
D M , since this maximum value for the least squares
 [1] = R
F
difference between data and model can be satisfied by the trivial
solution σ = 0. Even though the trivial solution is included, the
iterative approach guarantees that we can get a final solution for σ
different from zero. Another option is to set  [2] as starting value
(see equation (7)).
The first iteration hopefully results in an improved estimate for
Σ and G, allowing us to decrease the tolerance parameter for the
next iteration. The minimum value achievable  [∞] is determined
by the noise level in the data. It can be estimated by considering
that, for Gaussian signals,


unvec vecdiag(R ⊗ R)
vecdiag(R) vecdiag(R) H
var(R) =
=
L
L
(5)
Therefore, we can write
p
 [∞] = kvar (R)k 1

(6)

The rate of convergence is limited by the sensitivity of the gain
solutions to errors in the image model and vice versa. In Wijnholds
& Chiarucci (2016), we found that


 [i] =  [1] −  [∞] e (1−i)/2 +  [∞]
(7)
ensures a reasonable rate of convergence without leading to a suboptimal solution too frequently. If the algorithm stops because no
feasible solution was found in the image reconstruction step, the
result from the previous iteration is used as solution. Otherwise, the
algorithm stops when the maximum number of iterations is reached.
In this paper, we propose a modification to improve the computational efficiency of the method proposed in Wijnholds & Chiarucci
(2016) as sketched above and present a critical assessment of the
statistical quality of its solutions and its robustness to the accuracy
of the initial estimate.
3.2

Algorithm complexity

For understanding the following discussion on computational complexity, it is useful to remember that L is the number of samples
in a single STI, J is the number of antennas in the array and Q is
the number of variables to solve for in our image vector σ, i.e. the
total number of pixels or possible source locations in the image.
The algorithm uses an iterative approach. The maximum number of
iterations, Niter , depends on the problem that we are facing. In both
simulations and application to real data, our algorithm typically required between 5 and 20 iterations to convergence. To assess the
computational complexity of our method we set Niter = 10, which
represents a reasonable value for the convergence of our algorithm.
When image reconstruction is done using a standard solver
like the CVX toolbox (Grant & Boyd 2014), the computational
complexity of the algorithm is



O 2L J 2 + Niter Q3.5 + 4J 2 Q .
(8)
This is a refined version of the result presented in Wijnholds &
Chiarucci (2016), whose terms can be explained as follows. The
first term represents the computational complexity of the correlator
to provide a fair comparison with signal domain methods, such as
proposed by Kazemi et al. (2015). The second term consists of two
parts. The first one, proportional to Q3.5 , comes from solving the
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Figure 1. Computational complexity of the Blind Calibration method with
CVX as function of Q. The number of antennas (J = 48) and the number
of samples (L = 195312) are the typical values for a LOFAR LBA station.

convex optimization problem as discussed in Wijnholds & Chiarucci
2
(2016). The second
 part, 4N
 iter J Q, originates from calculating the
matrix M = I s GA ◦ GA , where I s = diag (vec (M)) is a selection matrix. This calculation is necessary to cast the optimization
problem in the form given by equation (1). The computational complexity of the calibration step is dominated by the calculation of
the model visibilities needed by the StEFCal algorithm (Salvini &
Wijnholds 2014). If Q s is the actual number of sources, this only
requires O(2J 2 Q s ) operations. As this is significantly less than the
other terms, we have omitted it in equation (8).
To compare the computational complexity in (8), with the
complexity of a blind calibration method developed in the voltage
domain, Wijnholds & Chiarucci (2016) considered typical values of
a LOFAR LBA station with J = 48, L = 195312 and Q = 1473. In
such a way, we were able to show the great computational advantage
of the proposed power domain method. In fact, it requires order
1012 operations, ten orders of magnitude less than voltage domain
methods such as proposed in Kazemi et al. (2015).
A more detailed analysis of equation (8) reveals that, actually,
the computational complexity is mainly dominated by two terms: the
term 2L J 2 for the estimation of the measured visibilities, which we
will call R-term, and the term Niter Q3.5 representing the complexity
needed to solve the optimization problem with CVX, which we will
call CV X-term.
In Figure 1, the total complexity and all its constituents are
plotted as a function of Q, for the typical values of a LOFAR LBA
station (J = 48, L = 195312). Since an LBA station operates from
10 to 90 MHz and has a diameter of ∼ 82 m, assuming an image grid
with a spacing equal to half the station’s resolution leads to a number
of pixels in the image that may range from 90 to more than 7000. In
Figure 1, we can see that the CV X-term usually dominates over the
R-term. This is confirmed by inspection of Figure 2, which shows
the CV X-term as a fraction of the total computational complexity
as function of the number of pixels in the image and the number of
antennas in the array.

3.3

Active set method

Based on the analysis of computational complexity, we conclude
that, even if we increase the number of samples and the number
of antennas thereby increasing the computational costs for estimation of the measured array covariance matrix, the CV X-term
will determine the overall computational requirements. We therefore concentrate on further optimization of the image reconstruction

Figure 2. Computational complexity of the CV X -term as fraction of the
total computational complexity as function of Q and J . We assumed
Niter = 10 and L = 106 . In the top left corner, the CV X -term comprises half of the total complexity with the other half being shared by
the other two terms. The markers indicate representative values for the
OVRO-LWA (see http://www.tauceti.caltech.edu/LWA) excluding expansion antennas (J = 256, Q = 4.1 · 104 ), an SKA-low station (J = 256,
Q = 2.1 · 104 ) (Dewdney et al. 2016), a LOFAR LBA inner station excluding outlier dipoles (J = 46, Q = 1.7 · 103 ) and a LOFAR LBA outer station
(J = 48, Q = 7.8 ·103 ) (van Haarlem et al. 2013). In all cases, we calculated
Q based on the image resolution at the highest operating frequency.

step to reduce the overall computational complexity. We propose to
replace the generalized solver by a specialized solver, the active
set method (Sardarabadi et al. 2016). The active set method is a
solution strategy for bounded least squares problems. We can use
such solvers as the positivity constraint also promotes sparsity as
demonstrated by Foucart & Koslicki (2014). This implies that we
can reformulate the sparse image reconstruction problem to
 
1
min k vec R̂ − Ψσ k22 s. t. 0 ≤ σ ≤ σ D .
(9)
σ 2
g T
f
to
In equation (9) we introduced the Ψ = GA ◦ GA
bring our notational conventions closer to those in Sardarabadi
et al. (2016). We also added an upper bound as this will improve
convergence. Taking into account the statistical fluctuations in the
measured array covariance matrix, it can be shown that the dirty
image σ dirty can be used to form the upper bound for the desired
image:
q
σ D = σ dirty + α var(σ dirty )
(10)
where the confidence level, α ∼ 6, is estimated by considering at
most a single false detection on the entire image (Sardarabadi et al.
2016).
We now briefly describe the active set method used to solve the
problem formulated in equation (9). For further details, the reader
is referred to Sardarabadi et al. (2016).
The solution of the optimization problem will necessarily satisfy the bounds, and its elements (or pixels) will belong to one of
the following sets:
L(σ) = {i | σi = 0}

(11)

U (σ) = {i | σi = σ D, i }

(12)

F (σ) = {i | 0 < σi < σ D, i }

(13)

L and U , called active sets, are the sets of pixels that satisfy a bound
with equality, while F is called free set and is the set of pixels with
a value between the lower and the upper bound.
From optimization theory (Gill et al. 1981), we know that for
MNRAS 000, 1–13 (2017)
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an unconstrained optimization problem, the gradient of the cost
function calculated at the solution must vanish. Therefore, the solution to the optimization problem (9) may be characterized by the
following optimum conditions:
gF = 0

(14)

λ L = gL ≥ 0
λ U = −g U ≥ 0

(15)
(16)

While the first condition tells us that the part of the gradient corresponding to the free set must be zero, the part of the gradient
corresponding to the active pixels is not necessarily zero and, for
a constrained problem, becomes equal to the Lagrange multipliers (Sardarabadi et al. 2016).
At this point, if we know the true active set at the solution and
if we substitute the values of the free pixels into σ F , it is possible
to formulate the constrained optimization problem as a standard
unconstrained LS problem with a reduced dimension:
 
1
arg min
k vec R̂ − Ψ U σ U − Ψ F σ F k 2
(17)
σF 2
s. t.

σ L = 0, σ U = σ D, U

(18)

This last equation represents the minimization problem that we are
trying to solve during the source power estimation phase.
3.4

Iterative blind self-calibration with active set method

For use with the active set method, the iterative blind self-calibration
method proposed by Wijnholds & Chiarucci (2016) needs to be
adapted as follows:
(i) Initialization
(a) Set the internal iteration counter i = 1 and set the maximum number of iterations Niter .
(b) Initialize the gain matrix G[0] . In most cases, assuming
an array of identical receivers, initializing the gain matrix to the
identity matrix is a reasonable choice.
(c) Define the mask matrix M as desired.
(ii) Source power estimation
(a) Initialization of the active set method
Set the internal iteration counter j = 1 and the maximum
number of internal iterations Nact . In principle, this last parameter
should not be necessary, but it may be useful to ensure that the
algorithm stops in a reasonable time. Initialize the internal image
H [0] = 0.
vector σ
Initialize the active sets and the free set: U, L and F .
Evaluate the dirty image σ [i]
dirty , using a priori knowledge of

G[i−1] and taking into account that some elements could be filtered out in the array covariance matrix. After choosing the appropriate α value, initialize the respective lower and upper bound
of the final image vector. To avoid overfitting the noise during the
imager phase, a detection threshold α has to be initialized as well.
As suggested by Sardarabadi et al. (2016), we set this parameter
proportional to be 6 times the standard deviation of the qth pixel
on the corresponding dirty image for the given cost function.
Set the flag that checks whether the gradient for the free set is
different from zero.
(b) Imaging phase
H [ j] is updated and the
In each iteration, the current best image σ
gradient and the Lagrange multipliers are evaluated. Depending
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on the solution found, it may be necessary to delete a constraint,
move a pixel from one of the active sets to the free set, or do the
opposite, adding a pixel in the proper active set. We did not make
any modifications to the algorithm described by Sardarabadi et al.
(2016), so the reader is referred to that paper for further details.
(c) Check for optimum conditions
After increasing the internal iteration counter j by 1, the source
power estimation step will end if j = Nact or when conditions
in (14), (15) and (16) are satisfied.
In most cases, the source estimation phase stops by reaching
the optimality conditions. This means that the executed number of internal iterations will usually be much lower than Nact .
Moreover, this number will decrease every time we get a better
estimation of the gain matrix. In other words, the time spent by the
algorithm in the imaging process decreases after each subsequent
external iteration.
(iii) Gain estimation
Solve for the gain matrix G[i] using Σ[i] as sky model. This is the
standard direction independent gain estimation problem that can be
efficiently solved using a fast alternating direction method (Salvini
& Wijnholds 2014).
(iv) Check for stopping criteria
Stop if there is no noticeable improvement over the previous
iteration or when the maximum number of iterations Niter is reached.
If not, increase the iteration counter i by 1 and repeat steps (ii)
through (iv).
3.5

Algorithm complexity with active set solver

The computational complexity for blind calibration with the active
set algorithm is


O 2L J 2 + Niter (2J 2 Q + 5J 2 Q + 5Nact J 2 Q)
(19)
As one can see in Table 1, the main difference with equation (8)
comes from the contribution for source power estimation. In fact,
in step (ii) of the algorithm, the estimation of the power of
the sources is divided in two phases and it can be solved in
O 5J 2 Q + 5Nact J 2 Q operations.
The active set initialization phase requires order 5J 2 Q operations. This can be reduced further by exploiting the sparsity structure of the image vector. The term 5Nact J 2 Q, that we will refer to as
imager-term, derives from the inner loop of the algorithm in which
the actual estimation of the sources takes place. As we can see, this
second contribution is multiplied by the number of internal iterations Nact . The factor Q, in the second term, represents actually a
worst case scenario since, in the inner loop, we have a fairly limited
number of free components that are, at most, equal to the number of
real sources Q s in the image. Therefore, the active set method will
work only on a few free components in each internal iteration, which
allows us to manage the dirty image more efficiently, considering
only components that are actually changing.
Based on equation (19), we can clearly assume that the imagerterm will represent, in many cases, the main contribution to the total
computational complexity. This is confirmed by Figure 3, which
shows the complexity as a function of Q, for a LOFAR LBA station.
Using, again, the typical values for a LOFAR LBA station,
we can compare the complexity for the active set method with the
complexity for the general solver. For J = 48, L = 195312 and
Q = 1473, assuming Niter = 10 and a number of internal iterations
Nact = 50, the total complexity in equation (19) is of the order
1010 operations, 2 orders of magnitude less than the complexity
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Table 1. Detailed comparison of the computational complexity of the algorithms presented in this paper.

Correlation
Imaging phase initialization
Imaging phase estimation
Gain estimation
Total complexity

CVX

Active set

2LJ 2
2Niter J 2 Q
Niter Q 3.5
2
2Niter
J Q

2LJ 2 + Niter Q 3.5 + 4J 2 Q

2LJ 2
5Niter J 2 Q
5Niter Nact J 2 Q
2Niter J 2 Q
2LJ 2 + Niter (2J 2 Q + 5J 2 Q + 5Nact J 2 Q)

Figure 3. Computational complexity for blind calibration with the active
set method as a function of Q. The number of antennas (J = 48) and the
number of samples (L = 195312) are typical values for a LOFAR LBA
station.

computationally demanding using CVX. After we checked that we
obtained the same results using the active set method as with the
CVX solver, we continued using the active set solver.
With robustness, we refer to the capability of our method to
successfully obtain a solution for initial estimates with varying quality and for different levels of noise in the data. This differs from
the definition of robustness used by Kazemi & Yatawatta (2013)
and Ollier et al. (2016). There, the authors introduce two robust
self-calibration algorithms studying what happens when there are
sources in the data that are not included in the source model. In other
words, they are interested in checking whether their algorithms are
robust to the presence of outliers or unmodelled sources in the data.
We conclude, in Section 4.3, by demonstrating the adequacy
of our method on actual data from a single LOFAR station. We
also test our method on data corrupted by RFI to demonstrate the
applicability of blind calibration to a phased array station in a RFI
environment.

4.1

Figure 4. Ratio of the computational complexities of the active set and the
CVX solvers as function of J and Q. We set Niter = 10, Nact = 50 and
L = 106 . The markers indicate representative locations of the same four
instruments as in Figure 2.

prescribed by equation (8). This is actually an upper bound, since
Nact is related to the sparsity of the image vector and it can be
significantly lower than 50. Moreover, as mentioned previously, its
value decreases when the gain estimates improve, i.e. after each
external iteration. Taking into account all these characteristics, the
complexity of this method can reduce to order 109 operations for a
LOFAR LBA station. This great computational advantage is clearly
illustrated by Figure 4.

4

RESULTS

In Sections 4.1 and 4.2, we assess the statistical efficiency and the
robustness of our algorithm using the CRLB and phase diagrams
respectively. These simulations require many runs and would be

Statistical analysis with the CRLB

The problem of parameter estimation can be summarized as finding an unknown parameter vector x, given y linear measurements.
Determining x, based on the data available, means defining an estimator x̂, which is a function of y. To measure the "quality" of an
unbiased estimator, it is necessary to evaluate its variance, since a
small value of the latter means that the estimator is using the available "information" in an efficient way. Moreover, the variance can
be compared with that of any other unbiased estimator. From Kay
(1993), we know that the inverse of the Fisher information matrix
(FIM), also called Cramer-Rao Lower Bound (CRLB), characterizes the smallest achievable total variance of any unbiased estimator.
Our unbiased estimator will be a statistically efficient estimator if it
achieves this lower bound.
In this section, we asses the statistical performance of blind
calibration with the active set method. We will first calculate the
variance of the estimated parameters and then compare it to the
CRLB via Monte Carlo simulations. Ben-Haim & Eldar (2010)
derived an expression for the CRLB for sparse reconstruction problems. They found that, under reasonably general conditions to ensure that the parameter vector to be estimated is identifiable, the
CRLB for such problems is equal to the CRLB for the oracle estimator. This is interesting, because the oracle estimator knows a
priori which elements of the sparse vector are non-zero. In our case,
this implies that the oracle estimator knows where the sources are
and only needs to estimate their (apparent) fluxes. This equivalence
thus implies that, in principle, blind calibration achieves the same
estimation accuracy for the antenna-based direction independent
gains as regular self-calibration with a known sky model would if
the apparent source fluxes are unknown (and hence need to be estimated) due to direction dependent effects that are common to all
receiving elements.
MNRAS 000, 1–13 (2017)
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Figure 5. Standard deviation, bias and square root of the CRLB for the gain
amplitude estimates of a representative receiver as a function of SNR for
three values for the number of samples L.

Figure 6. Standard deviation, bias and square root of the CRLB for the phase
estimates of a representative receiver as a function of SNR for three values
for the number of samples L.

Since the CRLB is strongly dependent on the source model, the
powers and the positions of the sources are kept constant during all
runs of the Monte Carlo simulation. This is a necessary requirement
if we want to analyse the efficiency of our estimator. All Monte
Carlo simulations consider a 20-element half-wavelength spaced
uniform linear array (ULA) observing four sources which have
powers fixed to unity and fixed positions. The latter are chosen in
such a way that the mutual coherence between the associated array
response vectors is low enough that successful sparse reconstruction
is almost sure if there were no gain errors. An unidimensional
sky model is considered and the position of the sources are l =
(−0.85, −0.45, 0.05, 0.25). The receiving elements are assumed to
have an isotropic reception pattern, such that B = I. The gain values
of the individual receive paths are stacked in a vector g and they
are fixed to unity. To resolve the ambiguity between gain amplitudes
and source powers, k g k2 is normalized to unity. The noise power is
assumed equal for all receive paths and chosen based on the desired
SNR of the strongest source, i.e. Σ n = (1/SNR) I. The SNR is
varied in 10 logarithmically spaced steps from −33 dB to +7 dB
and the number of samples per STI, L, is set to 104 , 105 and 106
in consecutive simulations. For each value of the SNR parameter
and each value of L, 100 runs are made. The autocorrelations of
the measured array covariance matrix are ignored using a selection
matrix.
In this simulation, we need to take into account the ambiguity
between a phase gradient over the array in the gain phase solutions
and a common position shift of all sources. We resolved this ambiguity by determining the common position shift of all sources based
on a comparison between the estimated image vector and the true
image vector and making an appropriate phase gradient correction
to the estimated gains before comparing them with g.
If x i represents the parameter estimated in the i th run, we
measure its standard deviation over all runs for a specific scenario
as
v
u
t
N
1 X
|x i − µ| 2
(20)
=
N −1

and for different values of L. These results are shown for the gain
amplitude estimates of a representative receiver. In the plot, the
bias is always smaller than the standard deviation (or the variance).
Therefore, within the accuracy of our simulations, we can consider
our estimator as unbiased.
The missing data in the plot for L = 104 and L = 105 are caused
by excluding cases in which the sparse image was not successfully
recovered. We conclude that the method does not work for those
particular values for the SNR, even after integration over 104 or 105
samples. This result provides important information on how large
the SNR after integration should be to achieve significant calibration
accuracy. In fact, we can say that the method begins to be reliable
from a SNR around −15.2 dB for L = 104 , from −19.7 dB for
L = 105 and from −24.1 dB for L = 106 . This implies that the
method works reliably if the SNR after integration per element is
about 3 or higher. This agrees very well with the typical minimal
SNR per receiving element after integration required for regular
calibration methods exploiting an a priori known sky model as
reported by Wijnholds & van der Veen (2009b) and Kazemi (2013).
Concerning the behaviour of the standard deviation, we can
reiterate the conclusions stated in Wijnholds & Chiarucci (2016).
The standard deviation tends to vary inversely proportionally to
SNR but, for high SNR values, there are small deviations because
of the stochastic properties of the source signals. Focusing on the
CRLB, we can see that it decreases with the SNR. Moreover, the
plot shows that the standard deviation is remarkably close to the
square root of the CRLB, for the range of SNR values considered.
In some parts of the plot, the two curves even overlap each other.
This behaviour indicates that our estimator is, or is very close to, a
minimum variance unbiased estimator.
In Figure 6, the same quantities are shown for the phase estimates for a representative receiver. These results confirm the previous conclusions. In particular, we can see that the CRLB is even
closer to the standard deviation curve than in Figure 5, confirming
that our estimator is close to statistically optimal.

where µ is the mean of x and N is the number of runs.
In Figure 5, the standard deviation, the bias and the square
root of the CRLB, are shown as function of SNR, over 100 runs

4.2

i=1
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An analysis to establish when the algorithm for blind calibration
with the active set technique works and when it fails, would allow
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Figure 7. Phase diagrams for different scenarios. In each phase diagram, the white curve indicates the Donoho-Tanner phase transition curve. The dark blue
area, in the top right corner of the diagrams, is the unfeasible region where Q s > Q. The first row shows phase diagrams for pure image reconstruction with a
perfectly calibrated array, the second row shows phase diagrams for blind calibration of a gain error free array, the third row shows phase diagrams for blind
calibration of an array with small gain errors and the fourth row shows phase diagrams for blind calibration of an array with moderate gain errors. The first
column shows phase diagrams when the measured visibilities are equal to their expected value, so there is no "noise" on the data and the second and third
column show phase diagrams for sources with an SNR of -13 dB after integration over 104 samples and for sources with an SNR of -23 dB after integration
over 106 samples, respectively. The scenarios for which the results are shown in the second and third column thus have the same SNR after integration.

us to infer some limits on applicability of the method. To test the
performance of blind calibration with the active set method, it is very
convenient to use phase diagrams, which display results graphically
with a standard set of undersampling/sparsity coordinates (Donoho
& Tanner 2010). On the x-axis, the undersampling factor δ defines
the ratio between the number of measurements m, and the length
of the image vector Q, i.e. the number of pixels in the image.
δ = 1 indicates marginal undersampling, while δ << 1 means high
undersampling. On the y-axis, the sparsity of the object to recover is
plotted. It is defined as ρ = Q s /m, where Q s represents the sparsity
of the vector, i.e. the number of simulated sources.
In Figure 7, the probability of successful recovery with the
active set method as function of δ and ρ is shown. Colours, from
dark blue to yellow, indicate probabilities from 0 to 1. Again, all
simulations consider a 20-element half-wavelength spaced ULA
looking at an unidimensional sky model. However, the position of
the sources are now randomized without taking into account the
mutual coherence between the associated array response vectors.
Therefore, two sources are allowed to be in neighbouring pixels.
The power of the sources is fixed to unity.
The receiving elements are assumed to have an isotropic reception pattern, such that B = I and the noise power is assumed equal
for all receive paths and chosen based on the desired SNR of the
strongest source, i.e. Σ n = (1/SNR) I. Using a selection matrix, the
autocorrelations of the measured array covariance matrix are also
ignored. As before, the gain vector k g k2 is always normalized to
unity to resolve the ambiguity between gain amplitudes and source
powers.
For each value of ρ and δ, 100 different realisations were
generated. The number of measurements, m, is given by the number

of points sampled in the (u, v)-plane. For a ULA, the points in
the (u, v)-plane are redundantly sampled. Therefore, taking into
account the redundancy, we have only m = 2(J − 1) + 1 = 39
unique measurement points. We vary the number of pixels in the
image, ranging from 780 to 31. At each combination (Q, m), we
vary Q s systematically from 1 to m.
Recovery is considered successful if the estimated sparse image
vector is sufficiently close to the simulated one. Since the noise
averages down with the square root of the number of samples and
with the effective area, i.e the number of antennas, recovery is
considered successful if
max (| σ̂ − σ|) < ,

=

10

√
SN R ∗ J ∗ L

(21)

where the threshold assumes that the estimation accuracy is inversely proportional to the SNR. We set the threshold to 10 times
the noise, considering the maximum difference between the true
image and the estimated image, i.e. picking the worst outliers. We
opted for this criterion to take into account the presence of noise
in the signal. In fact, using this tolerance parameter, we can always
discern whether the reconstruction found the appropriate location
of the sources and, at the same time, checking for perfect recovery
of the sparse image.
Equation (21) assumes that the sources can be estimated independently or, in mathematical terms, that each source occupies
an independent subspace of the space of array response vectors.
This assumption breaks down if the number of sources approaches
the number of receiving elements in the array. To take this into
account, one would have to calculate the CRLB for each scenario
and compute a threshold based on that. In the simplified approach
taken in equation (21), the low number of realisations in each Monte
MNRAS 000, 1–13 (2017)

Blind calibration using sparsity constraints
Carlo run, setting the threshold at a level 5 times higher than the
noise should work as well, when we assume that the noise follows
a Gaussian distribution. In practice, this will produce a significant
number of false rejections when the number of sources grows due
to the interdependence of the subspaces spanned by the array response vectors of the sources. To avoid these issues, we increased
the threshold to 10. This is a reasonable maximum as  should not
exceed 0.5, which is the halfway point between an "empty" pixel
and a pixel containing a source in our simulation.
In the first row of Figure 7, we take into account only image
estimation. Therefore, these phase diagrams concern
√ a perfectly
calibrated array with the gain matrix fixed to G = I/ J to adhere
to the ambiguity-resolving normalization of the gain vector g.
In the second, third and fourth row, phase diagrams with simultaneous gain and image estimation are shown in order to see
how the estimation of the gains affect the probability of success of
our algorithm. In this case, the gain values of the individual receive

paths are defined as g j = 1 + CN 0, gdev and they are stacked in a
vector g. The parameter gdev represents the noise in the distribution
of the gains and it is increased from the second to the fourth row,
respectively.
In the first column of the grid, the diagrams are evaluated
running simulations in which the measured visibilities are equal
to their expected values, effectively emulating an infinitely long
integration time, i.e., an infinite SNR after integration. This clearly
shows the impact of the degradation caused by having to calibrate
out the imperfections of the instrument. In this first column, we
can see that including the gain estimation in our algorithm does not
influence the probability of success of our method. Even increasing
the gain variations to 0.1 does not alter the final results since the
gain normalization value does not change significantly. However,
when gdev = 0.3, the increase in k g k2 causes the normalization of
the gain vector to degrade the SNR of the observations. This effect
results in an overall worsening of results for all δ values.
In the second column, complex Gaussian noise in the signals is
considered. The phase diagrams show that measurement noise does
not change the results for δ < 1 while for δ > 1 the probability of
successful recovery looks only marginally lower.
We expect that the results for an SNR of −13 dB with an
integration over 104 and those for an SNR of −23 dB integrated
over 106 samples will be the same as both scenarios correspond to
an integrated SNR of ∼ 7 dB. This expectation is confirmed by the
absence of evident differences between the phase diagrams in the
middle column and those in the right column, although the larger
spread between realisations caused by the lower number of samples
causes a slight deterioration of the results. We can thus conclude
that the probability of successful reconstruction mainly depends on
the SNR after integration.
In these diagrams, we can define two phases that are plotted
with different colors: the yellow area defines the region where the
probability of success is 100%, while the probability of success is
zero in the dark blue area. The region between these two phases,
where the probability of success drops from 1 to 0, is called transition zone. The phase diagrams in Figure 7 show a big discrepancy
between the Donoho-Tanner (DT) phase transition curve and our
results. This discrepancy may be due to various reasons:
(i) From Donoho & Tanner (2010), we know that the width
of the transition region has to decrease as m−0.5 as the problem
size increases. Increasing the number of measurement can help to
discern better the values of ρ and δ for which our method works. In
our case, as expected, the width of the transition zone seems to be
MNRAS 000, 1–13 (2017)
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Figure 8. Phase diagrams for different array configuration and redundancy.
The white line indicates the Donoho-Tanner phase transition curve. The dark
blue area, in the top right corner of diagrams, indicates the unfeasible region,
where Q s > Q. Colours, from dark blue to yellow, indicate probabilities
from 0 to 1.

constant since the number of unique sampling points in the uv-plane
is constant for all values of δ.
(ii) The DT curve describes an asymptotic situation, where
Q → ∞ and is fixed throughout the simulations. The finite-N undersampling theorem in Donoho & Tanner (2009) states that the
DT curve shifts to lower values of ρ and higher values of δ. In our
simulation, instead, we are keeping the number of measurements m
constant while the number of pixels is varying. This results in a shift
to a different phase transition curve as δ increases. This will effectively result in a phase transition curve that runs more horizontal
from its starting value near δ = 0.
(iii) In our analysis, we had to reformulate m in order to work
with the number of points sampled in the uv-plane. Therefore, this
discrepancy may also be based on the fact that the DT curve is
derived for random (non-redundant) measurements while we are
working with redundant sampling.
Concentrating on the latter point, working in the (u, v)-plane
can cause redundancy due to its convolutive nature. In fact, with
a 20-element array we have 190 baselines which could correspond
to 379 different unique sampling points. For a ULA, this number
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is reduced to 39 since the other measurement points are redundant.
This effect can have important consequences on the probability of
successful recovery of our algorithm. To demonstrate this, we start
by using the definition of redundancy given in Moffet (1968):

− 1)

Nmax

,

(22)

where Nmax is the greatest multiple of the unit spacing such that
all multiples of the unit spacing < N are present between pairs of
elements in the array and N is the number of elements in the array.
Following this definition, our ULA has a redundancy of Rd = 10.
In Figure 8, we show results for a non-uniform linear array (NULA)
composed by 12 antennas with Rd = 3.47 and m = 39 (the same
number as for the 20-element ULA).
Figure 8 shows that decreasing the redundancy of the array can
help to move the transition zone closer to the canonical DT curve.
This also implies that the unsuccessful reconstruction below the DT
curve for a large range of δ-values in Figure 7 does not imply that
our proposed blind calibration method is ineffective as this is caused
by the poor sampling of the (u, v)-plane of the ULA in relation to
its number of receiving elements.
These results also have an important consequence for the robustness of self-calibration with modern radio interferometers based
on an irregular configuration that provide very good (u, v)-coverage,
in particular in synthesis observations. A typical radio astronomical
image that is not confusion limited, can be considered quite sparse
with ρ < 0.1 as the number of sources is (much) less than one tenth
of the number of resolution elements in the image. In particular in
synthesis observations, a significant fraction of the (u, v)-plane will
actually be sampled, making it reasonable to assume that δ > 0.2.
Due to the non-redundant sampling and the much larger number of
pixels than in the examples presented here, the transition zone can be
expected to move closer to the DT curve, meaning that the area defined by δ > 0.2 and ρ < 0.1 lies well within the region of the phase
diagrams where blind calibration can be expected to work. As blind
calibration (without prior knowledge about the source structure) can
already be expected to work, it can be expected that regular selfcalibration (with prior knowledge about the observed sky) is able to
recover from an erroneous initial sky model if sufficient freedom is
allowed to modify the sky model during the self-calibration cycles.
It should be noted that application of the above statement to calibration intervals that are small in both time and frequency require
more careful analysis as time and frequency synthesis hardly provides better (u, v)-coverage than the instantaneous (u, v)-coverage
of the instruments in such cases. For example, the instantaneous
(u, v)-coverage of the Dutch LOFAR array is of the order 10−4 and
for the full envisaged SKA1-low array, it is of the order 1%. Fortunately, the short integration over time and bandwidth also means
that only few sources are bright enough to be detectable within such
an interval thereby ensuring a very high degree of sparsity. The
argument presented above should thus hold in most cases, but care
should be taken with bright sources with a complicated source structure, such as Cas A and Cyg A. Indeed, there have been instances
in such cases in which self-calibration converged to whatever was
provided as initial sky model instead of improving the initial sky
model. This issue does not play a role in very dense arrays, such as
the core of the SKA1-low array, which provides an instantaneous
(u, v)-coverage of 85%.
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Figure 9. Antenna configuration of the 48-element LBA array used for our
blind calibration tests on real data.

4.3

LOFAR Data

The Low Frequency Array (LOFAR) is an interferometric array of
antenna stations distributed throughout the Netherlands and Europe
designed to operate between 10 and 240 MHz (van Haarlem et al.
2013). Each station consists of an array of low band antennas (LBAs)
and an array of high band antennas (HBAs). The geographic distribution of the Dutch part of the LOFAR telescope shows a strong
central concentration of 24 stations referred to as "core" stations.
Core stations consist of 48 HBA tiles and 96 LBAs. The 14 remaining LOFAR stations in the Netherlands are called "remote" stations.
Collaboration with foreign institutes has led to extension of the array
with 12 international stations.
The LBAs are designed to operate from nearly 10 MHz up
to the onset of the commercial FM radio band at about 90 MHz.
The LBA elements are dipoles that are sensitive to two orthogonal
linear polarizations and allow for the simultaneous monitoring of
the entire visible sky giving LOFAR a large FoV at the lowest
frequencies (van Haarlem et al. 2013).
To demonstrate the applicability of our method to real data,
we used data from a single linear polarization measurement with a
48-element LBA array of a single core station. These 48 antennas
were arranged in the randomised configuration shown in Figure 9.
The data consisted of a series of array covariance matrices captured
between 21:01:29 UTC and 21:10:00 UTC on July 30, 2011, each
obtained for a 195-kHz frequency channel after 1 s integration.
We defined an image grid with a spacing of 0.5λ min /D, where
λ min is the smallest observed wavelength and D is the maximum
baseline. Based on the maximum observing frequency for a LBA
station, this resulted in a 9233-element image vector that we used
for all frequencies. Although a finer image grid makes the calibration process computationally more demanding, the computational
complexity of the proposed blind calibration method (see Figure 4)
is such that working with a high-resolution image remains feasible.
The top left panel of Figure 10 shows an all-sky image at
40.039 MHz based on the uncalibrated array covariance matrix.
Here, two bright astronomical point sources, Cyg A and Cas A,
and a significant amount of diffuse emission from our own Galaxy
are visible. Since the contrast between the two point sources and
the diffuse emission is not so large that we can consider the allsky image as sparse when represented by discrete point sources,
MNRAS 000, 1–13 (2017)
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Figure 10. All-sky images at 40.039 MHz before (left column) and after
(right column) blind calibration using the active set method, without spatial
filtering (top row) and with spatial filtering applied (bottom row). The images
in the top row are plotted on the same linear scale, while the images in the
bottom row are plotted on the same logarithmic (dB) scale.

we followed the approach taken by Wijnholds & Chiarucci (2016)
and Wijnholds & van der Veen (2009a). By removing the baselines
shorter than four wavelengths from the measured array covariance
matrix, we can spatially filter the image, resulting in the uncalibrated
image in the bottom left panel.
This image clearly shows that Cas A and Cyg A dominate
the scene although the higher sidelobes near the southern horizon
indicate that not all flux from the Galactic plane is removed by
the spatial filtering operation. Wijnholds et al. (2016) have shown
that the flux of the dominant image artefacts produced by direction
independent calibration using an incomplete sky model are to be
expected at a fraction 1/J of the unmodelled flux. In our case, this
implies that any artefacts caused by the bias in the gain calibration
due to imperfect filtering of the Galactic emission is to be expected
at the flux level of about 2% of the unfiltered flux. This can usually be
considered good enough for station calibration, whose main purpose
is to ensure that the station beamformer can produce a well-formed
beam. If the accuracy of station calibration needs to be improved, the
imaging step can be replaced by more advanced methods that allow
sparse reconstruction using other bases (dictionaries) than point
sources, such as wavelets (Carrillo et al. 2012), which have recently
been demonstrated to work well on similar LOFAR data (Wei et al.
2017). Obviously, such advanced methods are more computationally
demanding, so we feel that the approach presented here strikes a nice
balance between accuracy and required computational resources.
The all-sky images shown in the right column of Figure 10
were obtained using blind calibration with the active set method.
The image without spatially filtering the signal, in the top right
panel, shows an improvement in the contrast level between the
two point sources and the background. This is confirmed by the
calibrated spatially filtered image in the bottom right panel. Here,
the sidelobes of the sources are better suppressed (−17.2 dB on
average at some distance from the sources) compared to the ones
in the bottom left panel (−15.0 dB on average), which means that
calibration is improving the image. Comparison of the results shown
in Figure 10 with those obtained by Wijnholds & Chiarucci (2016)
MNRAS 000, 1–13 (2017)

Figure 11. Comparison of the gain phase solutions obtained using regular
calibration with a sky model (solid curves) and those obtained using blind
calibration with the proposed method (dots) for four representative elements.

indicates that there are no noticeable differences in the quality of
calibration using the general solver or the active set technique put
forward in this paper.
Successful calibration is confirmed by comparing the gain
phase solutions obtained by the proposed blind calibration method
with those obtained by the regular station calibration routine using
a sky model consisting of the brightest sources and spatial filtering to remove extended flux as described by Wijnholds & van der
Veen (2009a). Figure 11 shows the gain phase solutions for four
representative elements obtained using the regular calibration process (solid curves) and blind calibration (dots). Although the spread
in the phase solutions from blind calibration is slightly larger, the
solutions agree very well. The larger spread is mainly caused by
fixing the positions of Cas A and Cyg A to grid positions. There
are methods to deal with off-grid sources in a sparse reconstruction
context, such as the method proposed by Gretsistas & Plumbley
(2012), but this is outside the scope of this paper.
Careful inspection of Figure 11 reveals that even the gain phase
solutions produced by the standard calibration routine using a sky
model exhibit some wiggles as function of frequency. These wiggles
change with time but repeat after one sidereal day1 . This indicates
that these systematics are caused by effects that involve the antenna
and source geometries. Besides imperfect spatial filtering of diffuse
Galactic emission commented on earlier, electro-magnetic interaction between the antennas in the randomised station configuration
causes differences between the direction dependent responses of
the individual antennas towards Cas A and Cyg A. This violates
the assumption used in the blind calibration procedure proposed in
this paper as well as the standard LOFAR station calibration routine
that the antennas have the same directional response. Although our
proposed method can be amended by replacing the direction independent calibration routine with a direction dependent calibration
routine, we do not expect this to provide meaningful results as the direction dependent responses of the antennas are only probed in two
directions. When the element beams are probed in many directions,
their differences average out. This can be exploited by using the
1

This has been reported in an internal LOFAR project memo. Please feel
free to contact the second author at wijnholds@astron.nl for further details.
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Figure 13. Comparison of gain amplitude estimates obtained at 72.265
MHz where an RFI source is present (blue crosses) and those obtained for
the neighbouring RFI free channel at 72.461 MHz (red circles).

Figure 12. All-sky images at 72.070 MHz before (left column) and after
(right column) blind calibration using the active set method, without spatial
filtering (top row) and with spatial filtering applied (bottom row). The images
in the top row are plotted on the same linear scale, while the images in the
bottom row are plotted on the same logarithmic (dB) scale.

proposed calibration procedure over a number of time slots assuming that the receiver path gains are stable over time. Another option
is, again, to use more advanced image reconstruction methods to
include the diffuse flux of the Galactic plane as discussed above.
This provides sufficient averaging over many directions as shown by
Wijnholds (2016). If a significant amount of flux is received from
many directions, the method being explored by Repetti et al. (2017)
could be used to find direction dependent gain solutions for each
receiving element. As indicated before, using such more advanced
approaches incurs a significant increase in computational cost and
we do not recommend doing so unless it is required to achieve the
desired accuracy.
An attractive feature of blind calibration is its potential robustness to unmodelled sources, such as radio frequency interference
(RFI). In Figure 12, we therefore show results for a frequency channel centred at 72.070 MHz, which contains RFI. In the uncalibrated
all-sky image (top left panel), the two astronomical point sources,
seen at lower frequencies, are still visible together with an RFI
source. At this frequency, the diffuse emission of the Galaxy is still
present and we applied spatial filtering again to use our calibration
method properly.
In the bottom right panel, the image is successfully calibrated.
After blind calibration, the spatially filtered image clearly shows
three point sources indicating that the calibration does not only
work well for the astronomical sources, but also for the RFI source.
This result confirms the robustness of our blind calibration method
even for a phased array station in an RFI environment.
Successful calibration in the presence of RFI is confirmed by
the good agreement between the gain amplitude and phase solutions obtained at 72.265 MHz in a frequency channel with RFI
and those obtained in a neighbouring RFI-free channel as shown
in Figures 13 and 14. The difference in the amplitude estimates is
probably caused by the presence of the RFI source near the horizon,
where shadowing and propagation effects are not negligible, which
causes a stronger violation of the assumption of identical element
beam patterns than at higher elevations. The small differences in

Figure 14. Comparison of gain phase estimates obtained at 72.265 MHz
where an RFI source is present (blue crosses) and those obtained for the
neighbouring RFI free channel at 72.461 MHz (red circles).

the gain phase solutions can be explained by a phase slope over the
array. This indicates an alignment issue that can be solved by using
one of the astronomical sources (present in all channels) as position
reference. However, proper alignment will require to put the source
used as position reference on its true position, which may not be one
of the grid points defined for our imaging step as discussed earlier.
As this refinement is outside the scope of this paper, we only present
the raw results here.

5

CONCLUSIONS

In Wijnholds & Chiarucci (2016), we showed that, even when using
a general solver for image reconstruction, blind calibration based on
(integrated) visibilities offers a huge computational advantage over
blind calibration methods operating on raw time series data. This
is particularly true in scenarios with low SNR, where a significant
number of time samples is required to obtain meaningful solutions.
Although working in the power domain offers a huge computational
advantage, it requires an algorithm that uses an iterative approach,
solving alternatingly for gains and phased and for source signals.
In this work, we improved the computational efficiency of the blind
calibration method further by using the active set method for image
reconstruction instead of a general solver. We found that the results
obtained for the two solvers are in perfect agreement.
The more efficient algorithm allowed us to do extensive Monte
MNRAS 000, 1–13 (2017)
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Carlo simulations. Using these, we investigated the statistical efficiency of the proposed method, whose solutions we compared with
the Cramer-Rao lower bound (CRLB). The results indicate that the
variance of the gain estimates obtained using the proposed blind
calibration scheme is very close to the CRLB for a wide range of
SNR values and that the estimates are unbiased within the accuracy of our simulations. We therefore conclude that the proposed
estimator is close to statically efficient.
An interesting thing to note is that, under reasonable conditions to ensure identifiability of the solution, the CRLB for sparse
reconstruction problems is equal to the CRLB for the oracle estimator, which knows a priori which entries of the sparse solution
vector are non-zero. This has the important implication that blind
calibration can, in principle, achieve the same calibration accuracy
as regular calibration in scenarios where the apparent source fluxes
are unknown or uncertain due to the presence of direction dependent
effects common to all receive paths.
Focussing only on the imaging problem, the probability of successful recovery of a sparse signal vector was assessed using phase
diagrams. Although our results approach the Donoho-Tanner curve,
a discrepancy exists between the theoretical phase transition curve
and the one observed in simulations. A number of explanations for
this result were provided. An interesting implication of the fact that
blind calibration usually works well for arrays with a reasonable
(u, v)-coverage and a non-confused image, is that, in such scenarios, regular self-calibration should be able to recover from a poor
initial sky model if sufficient freedom is allowed to modify the sky
model during the self-calibration cycles.
Finally, the effectiveness of the proposed algorithm was
demonstrated on real data from a single polarisation measurement
with a 48-element LBA array of a single LOFAR core station. The
results showed clear improvements in the calibrated image. Successful calibration was confirmed by the good agreement between
the gain phase solutions obtained by regular calibration using a sky
model and those obtained by our blind calibration algorithm. The
proposed method was also tested on data corrupted by RFI. These
results demonstrated the robustness and applicability of our method,
even for a phased array station in a RFI environment.
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